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Self-attention (decoder)
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Query, keys and values
with linear projection
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e 1 is the length of the input sequence
o mn the length of the output sequence

o the subscript € {e, d} specifies whether the hidden state is from the encoder or decoder

e the capital+bold notation represents horizontally stacked vectors
® (¢, ki, vi, h?, hg € R1*d
e HC ¢ Rn*d H(l c Rmnl

Sore Fuctions for the Atteution Medovism

Name Score function Citation

Content-base attention score(qy. k;) = cosine(qy. k;)

Additive score(qg, ki) = viXtanh(W,(qe. ki)

Location-Base score(qg, ki) = softmax(W,q¢)

General score(qy, ki) = qf Wok;

Dot-Product score(qe, ki) = qfk;

Scaled Dot-Product score(qg, ki) = 32% Vaswani et al. 2017

Graves, Wayne, and Danihelka 2014
Bahdanau, Cho, and Bengio 2016
Luong, Pham, and Manning 2015
Luong, Pham, and Manning 2015

Luong, Pham, and Manning 2015
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Deooding  Strortegyies
Deterministic Methods: Stochastic Methods:
e Greedy Search

e Ancestral Sampling
e Beam Search e Nucleus/top-k Sampling
e Diverse Beam Search e Stochastic Beam Search
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In short: pruned breadth-first search where the breadth is limited to size k

maximum of K paths
kept at each time
step

greedy algorithm:
no guarantee we’ll
find the optimal
solution!

despite lack of
formal guarantees,
does well in practice
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In short: sample according to the conditional distribution at each time step.

Nucleus sampling:
sample only from top
items that cover p% of
probability mass choose the next word

at each time step by

sampling from the
conditional
distribution

equivalent to
directly sampling

from p(y|x)

sampling from tail of
distribution can lead
to strange outputs
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T iolvoting Trmslotions
Evaluation: Given the many different ways to say the same thing, how do we
score our model’s predictions?
e Using the log-likelihood of the test data is not reasonable in this scenario
e Need a holistic metric that reflects how much of the content in our source
string is reflected in our predicted string

BLEU (Papineni et. al 2002): what fraction of the n-grams in the model prediction
appear in the reference translation? Formally: “averaged” n-gram precision of the
translation w.r.t. the reference for n=1,2,3,4 plus a brevity penalty

METEOR (Banerjee et. al 2005): combination of recall and precision of the
translation w.r.t. the reference. Formally: weighted F-measure of where precision
is weighted more highly
Note: while these metrics correlate with human judgments of quality, they are by
no means perfect!



