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I. Cluster manager system architecture & API design

1. Cluster Manager Designs

e C(Centralized
o A single manager responsible for the entire cluster
o Examples: Kubernetes, Borg, Quasar
e Two-level
o One global, central controller and multiple framework schedulers
o Examples: Mesos, YARN
e Distributed
o Multiple concurrently operating scheduling agents

o Examples: Omega, Sparrow
2. Kubernetes - container orchestration system
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o Like an OS for your cloud cluster
e Kubernetes philosophy: user manage
applications, not machines
e Kubernetes configurations are typically specified in YAML files, which is a human-readable data
serialization language.
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o Resource over-commitment

e Borgmaster
o Main borgmaster process and scheduler
o Five replicas

e Borglet



o Manage and monitor tasks and resources

o Borgmaster polls Borglet every few seconds

Container orchestration

Kubernetes abstraction - Pods

Kubernetes - keeping N pods running

Resource scaling: make sets of container bigger or smaller

Resource allocation: decide where my containers should run

Load balancing: distribute traffic across a set of containers

Lifecycle and health: keep my containers running despite failures
Naming and discovery: find where my containers are now

Storage volumes: provide data to containers

Logging and monitoring: track what is happening with my containers
Debugging and introspection: enter or attach to containers

Identity and authorization: control who can do things to my containers

A pod is the unit of scheduling and migrate in Kubernetes Pod -

Containers: handle package dependencies /data

Pods: a bunch of containers with the same

o Lifecycle: live together, die together
MyService MySQL

o Network: same IP address, same routes, iptables

o Storage volumes: can share data python 3.4.2 python 2.7.9
glibc 2.21 glibc 2.19

o Intended to run a common task

ReplicaSet

ReplicaSets abstractions: a layer on top of Pod API that ensures N C e s

. . - template={...}
copies of a pod are running - replicas = 4

Simple control loop: | | | )

o Too few -> start some pods

o Too many -> kill some pods

Kubernetes - controlling pod placement

Labels and selectors

Add a “label” (i.e., arbitrary metadata) to a Kubernetes cluster node
Query / select for particular label values when specifying how containers should be deployed on

nodes
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Kubernetes abstraction - services

Service IP
e A group of pods that work together
e Load balancing among pod replicas Load
e (Can have a stable virtual IP address and port (also a DNS name)
o A virtual IP is managed by kube-proxy, a network proxy . . [j‘ . ’
that runs on each node in the cluster, watching all }H{ }\ IHl I‘ ‘:‘\ DE
services and updating iptables when backends change

Service mesh
e Designed to make it easier to connect, manage, and secure traffic between services running in
containers
e Service mesh consists of
o Data plane: proxies deployed as “sidecars” within each container on Kubernetes pods,
which establish connections to other services
o Control plane, configure how communication is managed, sophisticated load balancing,
security policies, etc.
e Key advantage: change policies without changing application code

Service Mesh
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Quality of Service (QoS)
e Need to guarantee a certain performance to the application.
e Example of QoS objective, often called service level objective (SLO), support 10 M queries per
second with 95th percentile latency under 10 ms
e QoS requirements drive resource provisioning decisions
e Need resource isolation

o Application must not be able to affect each other’s performance




o Repeated runs of the same application should see similar behavior
Kubernetes - resource allocation mechanisms
® Request
o How much of a resource (CPU, RAM) the container is asking to use, with a strong
guarantee of availability
o Scheduler will not overcommit requests, do not schedule container until requested
resources are available

e Limit

o

Max amount of a resource the container can access

e (Consequences

o

o

Usage > request: resources might be available

Usage > limit: container is throttled or killed

Kubernetes - QoS

e Defined in terms of requests and limits

o Quaranteed: highest protection - request > 0 && limit == request
o Burstable: medium protection - request > 0 && limit > request
o Best effort: lowest protection - request ==

e  What does “protection” mean?

o

3. Mesos

Highest protection = least likely to be evicted

m  Out of memory score

m  CPU scheduling

e Unit of allocation: resource offer

Workers continuously
send status updates
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e Distributed scheduler architecture Each scheduler probes workers independently and queues up
tasks on least-loaded workers.
e The power of two choices: instead of randomly assigning tasks to workers, probe 2 machines and
place tasks on the least loaded of the two.
o Problem: high overhead to do for one task at a time
o Solution: probe machines and assign a batch of tasks each time
e Optimizations: late binding
o Place m task reservations on the least loaded of d * m workers
o  Workers place a reservation for the task at the end of the queue. When the reservation
reaches the front of the queue, the worker notified the scheduler that placed the
reservation. The scheduler assigns the job’s task to the first m workers to reply, and

replies to the remaining (d - 1)m workers with a no-op.
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I1. Cluster management for serverless computing / FaaS

1. FaaS cluster orchestration

Pre-warmed sandboxes
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Cluster manager needs to:

2. Current approach: retrofit legacy cluster manager
Add “serverless” features
e Autoscaling sandboxes based on request load

e Scale-to-zero support, buffering requests while wait for sandbox creation

|9,



Provides useful functionality

Limited sandbox
[ ] Request load balancing 0 scheduling throughput
Knative

e Server and sandbox health monitoring

e Autoscaling sandboxes based on CPU / memory
kubernetes

Designed to orchestrate long-
lived workloads, with sandbox
creation off the critical path

utilization

e Fault tolerance
3. A better approach: Dirigent

Dirigent is a clean-state cluster manager for FaaS that improves sandbox scheduling throughput by >

1000x vs. Knative-on-K8s.
II1. Related readings

1. Function as a Function

2. Dirigent: Lightweight Serverless Orchestration
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